Predicting Students Progression Using Existing University Datasets: A Random Forest Application

Julie Hardman  
*Manchester Metropolitan University Business School, Manchester Metropolitan University, j.hardman@mmu.ac.uk*

Alberto Paucar-Caceres  
*Manchester Metropolitan University Business School, Manchester Metropolitan University, a.paucar@mmu.ac.uk*

Cathy Urquhart  
*Manchester Metropolitan University Business School, Manchester Metropolitan University, c.urquhart@mmu.ac.uk*

Alan Fielding  
*Manchester Metropolitan University Senior Learning & Teaching Fellow, Faculty of Science and Engineering, a.fielding@mmu.ac.uk*

Follow this and additional works at: [http://aisel.aisnet.org/amcis2010](http://aisel.aisnet.org/amcis2010)

Recommended Citation

[http://aisel.aisnet.org/amcis2010/272](http://aisel.aisnet.org/amcis2010/272)

This material is brought to you by the Americas Conference on Information Systems (AMCIS) at AIS Electronic Library (AISeL). It has been accepted for inclusion in AMCIS 2010 Proceedings by an authorized administrator of AIS Electronic Library (AISeL). For more information, please contact elibrary@aisnet.org.
Predicting Students Progression Using Existing University Datasets: A Random Forest Application

Julie Hardman  
Manchester Metropolitan University Business School,  
Manchester Metropolitan University  
j.hardman@mmu.ac.uk

Alberto Paucar-Caceres  
Manchester Metropolitan University Business School,  
Manchester Metropolitan University  
a.paucar@mmu.ac.uk

Cathy Urquhart  
Manchester Metropolitan University Business School,  
Manchester Metropolitan University  
c.urquhart@mmu.ac.uk

Alan Fielding  
Manchester Metropolitan University  
Senior Learning & Teaching Fellow,  
Faculty of Science and Engineering  
a.fielding@mmu.ac.uk

ABSTRACT

This paper proposes the use of data available at Manchester Metropolitan University to assess the variables that can best predict student progression. We combine Virtual Learning Environment and MIS student records data sets and apply the Random Forest (RF) algorithm to ascertain which variables can best predict students’ progression (students satisfactorily completing one year and passing to the next or graduating). RF was deemed useful in this case because of the large amount of data available for analysis. The paper reports on the initial findings for data available in the period 2007-08. Results seem to indicate that variables such as students’ time of day usage, the last time students access the VLE and the number of document hits by staff, are the best predictors of student progression. The paper contributes to VLE evaluation and highlights the usefulness of a technique initially developed in the field of biology in an educational environment.

Keywords
Evaluation, VLE, MIS, student progression, Random Forest

INTRODUCTION

Student progression is an increasingly important issue for university institutions in the face of constrained funding for higher education in many countries around the world. In the UK, student retention varies from 81.6% to 98.8% depending on the university (National Audit Office, 2007)

There are many measures of student progression (Kaighobadi and Allen, 2008) but the contention of this paper is that universities do not leverage the data that might be available to them within their own computer systems that give vital clues to student progression.

Numerous sources of data exist in Higher Education Institutions from records of achievement to student finance, staff personnel details to library loans. Each of these datasets are owned and used by different departments across the university campus and hold a wealth of information about every aspect of life within the institution and beyond. These datasets have in the past resided in isolated silos, sometimes unavailable for any other use than that for which it was intended. However in recent years there has been a move to towards interoperability with the advent of institution-wide systems, such as a Managed Learning Environment.
It can be argued that a University’s business is very much about students progressing through their academic careers; therefore it is of the most crucial importance to ascertain the factors affecting this progression, and whether the available data can give insights into factors that can assist successful student progression.

The purpose of this paper is to explore the potential of using existing datasets to give possible indicators to predict successful student progression. The datasets focused upon in this paper are from two of the most ubiquitous systems within a UK HE Institution namely: the Virtual Learning Environment (VLE), with particular emphasis on student usage data; and the universities MIS, focusing on student records, with particular interest in data on student progression.

Manchester Metropolitan University (MMU) embarked upon a project to roll out a VLE across all 7 university campuses in 2005-06. To date, approximately 20K of the 35K students across the institution use the VLE on at least one unit, with some campus’ having a presence on all units’ studied by the students. The authors play a part in the team responsible for implementing, and more crucially evaluating, the VLE. The research project is ongoing, and is in its fourth year of operation/implementation at MMU. One of the areas of particular importance is the evaluation of the VLE system. This paper represents one part of that evaluation focused on student progression. The research questions driving this paper are summarised as follows:

Q1: How can existing student datasets be leveraged within a university setting to provide indicators of student progression?
Q2: How can the data available be collated and analysed to find predictors of student progression?

Consequently, the aims of this paper is two fold: (1) in the context of VLE, we proposed a framework that will combine two data sets in order to categorise relevant variables to student progression; (2) by using a statistical tool (Random Forest algorithm), the paper reports on the initial analysis carried out to identify variables that best predict student progression at MMU.

The paper is organized as follows: The next section provides a literature review covering some definitions related to student progression and e-learning systems. The third section describes the methodology for the study; the fourth section provides some initial findings from datasets available at Manchester Metropolitan University. Finally we discuss our initial findings and conclude by suggesting that progression factors are firstly more complex than at first glance and that all universities could leverage their existing data to gain insights on progression.

VIRTUAL SYSTEMS ENVIRONMENT IN HIGHER EDUCATION AND STUDENTS PROGRESSION

For a majority of students in Higher Education in the UK, VLE’s have become a standard part of their learning resources. VLE’s refers to the system that provides online interactions of various kinds between learners and tutors, including online learning (University of Brighton, 2005). This aspect of the system is often referred to in the literature under a whole host of titles including e-learning (Devedzic, 2003), online learning (Myers, Bennett, Brown and Henderson, 2004), computer assisted learning (Laurillard, 1977) and computer-mediated learning (Alavi, 1994). In a recent UCISA survey, 96% of institutions were found to have a VLE in use (UCISA, 2008).

Each institution within the UK will have its own database storing student details including personal information such as addresses, course information and the units the student is studying. It is a requirement for all institutions within the UK to report on their activities including detailed information about its students and the units they take. This information is critical as the institutions funding is based upon returns made from this data.

Factors affecting student progression have long been the focus of research projects across Higher Education. Many of the published research projects have focused on a whole host of factors that affect the students academic success and hence progression through their academic life and beyond (Kaighobadi and Allen, 2008).

There are some differences between what is understood as student progression and student retention. In the UK, progression and retention of students in higher education is high up the agenda of universities and advisory bodies. The National Audit Office (NAO) produces a report every two years and monitors retention and non-continuation and makes recommendations as to how to improve the completion of students in higher education (‘Staying the course: The retention of students in higher education, report by the comptroller and auditor general, NAO,2007). These are some of the definition used by NAO (2007: pp 53–54): (a) Continuation: The proportion of the annual intake of new students who return to higher education in the subsequent year;(b) Completion: For the purposes of the performance indicators published by the HigherEducation Statistics Agency, completion refers to the proportion of new students projected to obtain a degree at their original institution within 15 years.
For this paper’s purposes, the notion of Student progression refers to the successful completion of an academic year. Conversely not progressing means the student would remain at the institution but be required to retake aspects of their studies and so not progress normally through their studies. Retention, or non-retention, on the other hand involves the student leaving the institution completely regardless of their academic performance.

In a recent paper, Kaighobadi and Allen (2008) found research into factors for successful student progression clustered around intellectual and non-intellectual aspects. Intellectual factors include SAT scores, high school grades and other various grades achieved in an assortment of academic activities. Non-intellectual factors on the other hand focused on demographic (e.g. gender, age, race), behavioural (time spent on exam preparation, outside work activities) and personality (e.g. motivation, confidence). None of the studies highlighted by Kaighobadi and Allen (2008) looked at the relationship between the students’ use of e-learning systems and progression. Nor have any studies of this nature been found in the search for literature surrounding this area. This paper attempts to fill this gap. Figure 1 presents the general conceptual map underpinning this paper.

**Figure 1 Conceptual diagram of the Study: Combining VLE and MIS datasets to identify relevant variables to indicate successful student progression**

**PREDICTING STUDENT PROGRESSION USING EXISTING DATASETS: RANDOM FOREST ANALYSIS**

The conceptual framework of the study is illustrated in Figure 1. The general aim is to coherently make use of the data sets available: VLE and MIS, and extract from them the variables we believe are relevant to student progression. The VLE at MMU contains details of every click within the VLE by each user, because each activity undertaken by all students and staff is recorded. The VLE data set is a rich repository of student interaction with the learning system, presenting information on e-learning usage patterns, including how often it is used / when / what activities are undertaken. The data held within the VLE database can be utilised to highlight which usage variables best predict successful student progression. On the other hand, MIS contains records on all students including socio-demographic data and, importantly for this study, data on progression. Whilst open access was not granted to the MIS database, the data relevant to this study was made available. For VLE data, open access was granted to a reporting database at the end of each academic year.

From each data set, variables were extracted that were believed to be relevant to student progression resulting in a single data set of “Students progression related variables” as is shown in Figure 1. A detailed list of the variables considered is presented in Table 1. A number of variables were highlighted as being important to this study from both the VLE and MIS databases. The final variables used for analysis were formed as an aggregation of the millions of rows of data held in the VLE and were
brought together with the MIS database. Because of the magnitude of the data available for an academic year (2007-2008), some 18 variables for 35K students, we decided to use a classification/decision tree algorithm that is being increasingly used in academic disciplines, called Random Forest (RF). The results and output of the RF analysis, in the form of a set of variables ranked according to its power to best predict student progression are discussed in the last party of the paper. Due to space limitations we cannot elaborate on the method in detail, interested readers are referred to Breiman (1999, 2001a,b); Breiman and Cutler (2004 a,b); Fielding (2006).

<table>
<thead>
<tr>
<th>Variables used for analysis</th>
<th>Description</th>
<th>Data Set</th>
</tr>
</thead>
<tbody>
<tr>
<td>Students Progression</td>
<td>Students progression as a boolean variable – yes / no</td>
<td>SRS</td>
</tr>
<tr>
<td>Number of learning contexts student registered on</td>
<td>The number of different areas on WebCT Vista that a student is registered on. A learning context can be a unit / course</td>
<td>VLE</td>
</tr>
<tr>
<td>Number of active learning contexts student registered on</td>
<td>The number of learning contexts a student has been active on i.e. those units / courses with WebCT usage</td>
<td>VLE</td>
</tr>
<tr>
<td>Total number of staff registered on the students learning contexts</td>
<td>The total number of staff registered on all their learning contexts</td>
<td>VLE</td>
</tr>
<tr>
<td>First used VLE</td>
<td>The total number of days from the start of term when the student first accessed VLE</td>
<td>VLE</td>
</tr>
<tr>
<td>Last used VLE</td>
<td>Total number of days from the start of term when the student last accessed VLE</td>
<td>VLE</td>
</tr>
<tr>
<td>Percentage usage between 9am and 9pm</td>
<td>The percentage of individual student’s usage between 9am and 9pm</td>
<td>VLE</td>
</tr>
<tr>
<td>Percentage usage between 9pm and 9am</td>
<td>The percentage of individual student’s usage between 9pm and 9am</td>
<td>VLE</td>
</tr>
<tr>
<td>Number of distinct student sessions</td>
<td>Total number of times the student accessed the system</td>
<td>VLE</td>
</tr>
<tr>
<td>Number of student documents hits</td>
<td>Total activity for the student in accessing documents and resources</td>
<td>VLE</td>
</tr>
<tr>
<td>Number of student chat hits</td>
<td>Total activity for the student in accessing the chat / forum functionality</td>
<td>VLE</td>
</tr>
<tr>
<td>Number of student assessment hits</td>
<td>Total activity for the student in accessing the assessment areas</td>
<td>VLE</td>
</tr>
<tr>
<td>Total staff documents hits</td>
<td>Total number of staff documents hits for the staff registered on the student learning contexts</td>
<td>VLE</td>
</tr>
<tr>
<td>Total staff chat hits</td>
<td>Total number of staff chat hits for the staff registered on the student learning contexts</td>
<td>VLE</td>
</tr>
</tbody>
</table>

Table 1: Student progression related variables

Random Forest analysis (Fielding, 2006; Breiman, 1999) was used to analyse the data. Random Forest Analysis is a classification method based on the notion of decision trees; it has been widely used across many disciplines for treating large sets of data. Because of the size of the data we handle here, and our desire to develop a predictive model, this was an appropriate method. The algorithm was developed at Berkeley, University of California. According to its creator, Breiman “Random Forest are a combination of tree predictors such as that each tree depends on the values of a random vector sampled independently and with the same distribution for all the trees in the forest”, Breiman (1999:1). Essentially the classification method uses decision trees as its basis. The algorithm generates many random trees to form a forest. Trees are random because they use a random subset of the data and a random sample of the predictor variables to generate predictions for cases that were withheld, the so-called Out-Of-Bag (OOB) sample. Consequently, no two trees in a forest are identical. Growing each tree to its largest extent possible, with none of the pruning used in standard decision trees, helps to keep the bias low. According to Brieman and Cutler (2004b; quoted in Fielding 2006) it has a number of important features:

- They have an accuracy that equals or exceeds many current classifiers and they cannot overfit the data.
- They are efficient (fast) on large data bases and can handle thousands of predictors without the need for variable selection routines.
- They estimate the importance of each predictor.
They generate an unbiased estimate of the generalization error.
They have robust algorithms to deal with missing data and for balancing the error if class proportions are markedly different.
Generated forests can be saved for future use on other data.

Estimating variable importance is one of the RF’s most important properties. Variable importance is estimated by determining the percentage increase in prediction error, arising from the exclusion of a predictor variable. Thus, predictors with larger values for their importance statistics contribute most to the correct prediction of the class of the OOB cases. In our analyses, the predicted class is a binary variable which records a student’s progression (Yes or No).

**FINDINGS**

Table 2 shows the outcome of the analysis and ranks the variables by importance in predicting successful progression. The variables are highlighted in order of importance.

<table>
<thead>
<tr>
<th>Order of Importance</th>
<th>Variable used for analysis</th>
<th>Progression indicator in order of importance</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Percentage of students usage between 9am and 9pm</td>
<td>906</td>
</tr>
<tr>
<td>2</td>
<td>Number of days from the start of term when the student last accessed VLE</td>
<td>768</td>
</tr>
<tr>
<td>3</td>
<td>Total number of staff documents hits for the staff registered on the student learning contexts</td>
<td>609</td>
</tr>
<tr>
<td>4</td>
<td>Number of student documents hits</td>
<td>409</td>
</tr>
<tr>
<td>5</td>
<td>Total number of staff chat hits for the staff registered on the student learning contexts</td>
<td>398</td>
</tr>
<tr>
<td>6</td>
<td>Number of distinct student sessions</td>
<td>394</td>
</tr>
<tr>
<td>7</td>
<td>Number of days from the start of term when the student first accessed VLE</td>
<td>386</td>
</tr>
<tr>
<td>8</td>
<td>Number of student assessment hits</td>
<td>317</td>
</tr>
<tr>
<td>9</td>
<td>Total number of staff registered on the students learning contexts</td>
<td>301</td>
</tr>
<tr>
<td>10</td>
<td>Number of student chat hits</td>
<td>284</td>
</tr>
<tr>
<td>11</td>
<td>Number of learning contexts student registered on</td>
<td>233</td>
</tr>
<tr>
<td>12</td>
<td>Number of active learning contexts student registered on</td>
<td>227</td>
</tr>
</tbody>
</table>

**Table 2: Importance of variable to predicting successful progression**

As can be seen from Table 2, the variables with the greatest importance to student progression are:

1. Percentage of students’ usage between 9am and 9pm
2. Number of days from the start of term when the student last accessed VLE
3. Total number of staff documents hits for the staff registered on the student learning contexts
Next we review the particular effect that these variables have, after accounting for the joint effect of the other predictors, in influencing student progression. A series of partial dependence plots were produced.

Daytime usage of the VLE appears to be a strong probability indicator for student success as shown in Figure 2. Daytime usage is classified as being between the hours of 9am and 9pm. A daytime to nighttime usage ratio of approx 90%:10% appears to give the maximum probability of success.

Figure 2: Partial dependence plot showing the effect of time of day of use on student progression

Figure 3: Partial dependence plot showing the effect of last access of VLE on student progression
The probability indicator ranked second is the time when the student accessed the VLE last. This is counted in the number of days since the start of term. Figure 3 shows a surge in probability of success based on the last time the VLE was used. This peaks towards the end of the spring term. For reference, 250 days from the start of the recording process is around the beginning of May.

An interesting observation is the variable staff document hits which consists of the total number of hits, for all staff registered on all the learning contexts (units, course etc) for each student, to resource provision related activities such as uploading documents (e.g. lecture slides / notes), creating external links etc. Therefore, if a team of staff teaches a module, the hits are the total for the teaching team. As can be seen in Figure 4, the probability of students’ success reaches a peak at a relatively low number of hits.

**DISCUSSION OF INITIAL FINDINGS**

There appears to be some strong indicators to successful student progression in the usage patterns of the VLE by both staff and students. Each of these groups are end users of the VLE, but with very different agendas. For staff the VLE is a teaching resource whereas for students it is a learning resource.

It is unlikely that any one factor highlighted is responsible for a student’s progression independently; however, the purpose of this study is to gain some understanding of the usage profiles of staff and students and its possible relationship to student success. In understanding this, it may help the institution to highlight those students most at risk to not progress.

It is interesting to note some of the indicators that are most likely to predict student progression.

**Students Usage**

The way a student uses the VLE appears to have the greatest impact on the probability of their successful progression. The top two variables in Table 2 related to student usage.

Looking at the variable, usage by time of day, 9am to 9pm users of the VLE are the most likely predicted to progress compared to those who principally use the system 9pm to 9am. As was shown in the graph (Figure 2), there is a steady rise in the probability of success. Those that are least successful appear to use the VLE between 9am and 9pm approx 5% of the time rising to those who are most successful, using it 9am to 9pm approx 90% of the time. This study has yet to explore the reasons for this, and this could form the basis of further research. Many questions are raised with these findings such as: what are the characteristics of the students who work the majority of their time at night?; are there similarities in the subjects area
Hardman et al. Predicting Students Progression Using Existing University Datasets

for those students who prefer nighttime study?; are there issues in the students’ personal lives that force them to access the VLE at night?; does accessing the VLE at night also mean that those are the hours the student studies? Many assumptions could be made, but only through further research will the reasons why students mainly access the VLE between 9pm and 9am emerge.

The last time during the academic year a student access the VLE appears to be an important indicator to successful progression. The closer to the exam period the student last accessed the VLE, the more likely the student was to successfully progress. The exam period at MMU ran from 14 April to 16 May in Summer 2008 which ties in with the rise on the graph. The assumption when looking at this data is that this variable is associated with utilising the VLE for exam revision. The expectation would be that those students who use all available resources to assist them in their assessments, do better than those who do not in the run up to an examination. However, this may not be the case, and this assumption could be flawed. At this stage of the research project, it is not known what resources were available to the students who did not access the VLE in the period immediately before their examinations, in other words, we do not know what resources they may have garnered offline. Questions raised may be related to students’ VLE usage such as did the students’ use the VLE to aid their examination revision?; If not, why not? The questions could equally have no relationship to students VLE usage and relate to wider issues such as: were resources available within the VLE for their units?; is the timing of the examination the factor here with students having greater success in the later exams than the earlier ones?; Only further research will help the understanding of the role their use of the VLE around the time of the examinations plays in their eventual progression.

Staff Usage

The results for the probability of student progression, influenced by the number of hits to document resources by all the staff involved in the modules, are interesting. It would appear to show that more staff activity for document related activities has a detrimental effect on student progression. This is a counter-intuitive finding and warrants further investigation. It is unknown at this stage whether the level of activity equates to the level of content. The point at which staff activity maximizes student progression appears to be low which raises a number of questions. What relationship does activity (number of hits) have to content? Assuming there is a direct relationship between these issues, when activity is low, do staff target resources around the assessment, hence leading to better student performance? If there are many resources, is it a case of students being unable to critically appraise the content to target for themselves those that are most useful? Does it mean that too many resources causes the student to miss important resources placed there to help? Only further research will assist in answering these questions, and it is intended that further analysis of this phenomenon will be undertaken.

CONCLUSION

This research project is a preliminary foray into the data that already exists in Higher Education Institutions in the UK and could be used for better understanding student progression. It has provided a first look into whether usage of the VLE by academic staff and students can be used as a predictor to successful student progression. Due to the complexity of the subject under study, the results have provided more questions than answers. Each of the variables used have been pursued in isolation, and it is understood that multiple factors may affect students’ successful progression. However, this study is a preliminary look at the individual variables on staff and students usage of the VLE that leads to the highest probability for student progression.

The initial findings show there are some variables that are important predictors to successful student progression. These include students’ time of day usage, the last time students access the VLE within an academic year and the number of document hits by staff. This suggests that usage of the VLE by students and staff plays an important part in the final outcome for a student.

The ubiquitous nature of the data sets used in this study across UK HE Institutions means that ‘mash ups’ of existing data such as these are possible for the majority of institutions. This first look at the data has shown that the findings are not cut and further investigation into each finding is required. It has however proved to be an interesting study with some noteworthy findings and has now provided a springboard for further research. We contend that this paper makes two contributions – first, by defining variables for student progression in datasets that already exist on institutional systems and can therefore be leveraged by most institutions. Secondly, we illustrate the utility of Random Forest analysis in assisting the analysis of those variables.

FURTHER RESEARCH

A large number of questions that arose remain unanswered by this research project. Indeed more questions were raised than answered. Each variable that was tested raised issues that require further explanation of the results gained.
The questions raised throughout this study that could lead to further research include:

General:
- Is the same phenomenon observed longitudinally?
- If not, what are the differences?
- Are there other student VLE usage patterns that have not currently been explored but could be derived from the database?

Student usage by time of day:
- What are the characteristics of the students who work the majority of their time at night?
- Are there similarities in the subjects area for those students who prefer nighttime study?
- Are there issues in the students’ personal lives that force them to study at night?

Student usage by last time the VLE was used:
- Did the students not access the VLE at this critical time?
- Were resources available on the VLE for their units?
- Is the timing of the examination the factor here with students having greater success in the later exams than the earlier ones?

Staff document activity
- What relationship does activity have to content?
- Assuming there is a direct relationship between these issues, when activity is low, do staff target resources around the assessment hence leading to better student performance?
- If there are many resources, is it a case of students being unable to critically appraise the content to target for themselves those that are most useful?
- Does it mean that many resources causes the student to miss important resources placed there to help?

The starting point for further research is to repeat the analysis again with a new dataset. The intention for this research is to collect longitudinal data over academic years. Currently data has been analysed for academic year 07/08 and forms the basis of this study. Data for 08/09 has now been made available and so further analysis will be taking place in the coming months on that dataset. This will allow a comparison to confirm whether the same observations exist from one dataset to another.

Student progression is a critical issue to all higher education institutions, and we urge our fellow researchers to consider innovative use of existing datasets to provide a multi-faceted view of student progression, as opposed to single measures. Insights gained in this area may ultimately highlight those students at risk from non-progression. Only by exploring the datasets already held in the majority of universities will these interesting, valuable insights be gained.

REFERENCES